
Tutorial 2: Trouble in Crazytown 
 

Welcome to your second tutorial for flox. In this tutorial you will learn the following: 

 setting the roughness of your model 

 how to define boundary behavior 

 how to define a culvert 

 interpreting model output 

The first tutorial covered the very basics of composing an infile and run flox with it. Now we 

try to get a little closer to a real-world application. 

We will once again provide you with a mesh, so you do not have to worry about creating it. 

You can find it here. 

— 

As the newly elected mayor of Crazytown you have an appointment with the village’s 

engineer. He is very excited as he enters your office: The national Clown Council is planning to 

construct their new clown school in your town! The engineer shows you a map the clown 

architect provided him with the rough outlines of the construction site. Remembering events 

from recent years, you notice that the clown school will be built in an area that is prone to 

flooding. You send the engineer on his way and decide to find out what hazard levels have to 

be considered for the planned clown school. 

The position of the construction site, drawn on top of a hillshade of the region: 

 

Notice the origin of the mesh (and the hillshade) is a DSM (Digital Surface Model) captured by 

a UAV, which includes buildings, cars, trees and other objects that were visible during the time 

of survey. In the area of interest (AOI) these objects have been manually removed, so you 

don’t need to worry about them. In areas that can’t be flooded the mesh still contains big 

coarse objects, which are buildings and vegetation that were not filtered out. 

http://www.flox-gpu.ch/wp-content/uploads/2016/10/crazytown.zip
https://en.wikipedia.org/wiki/Unmanned_aerial_vehicle


We have already provided you with the link to the mesh, so start your infile, by once again 

telling the software where it finds the mesh. 

infile mesh <your path>\crazytown_02m.tif 

 

As you sit in your office and look at the situation that you want to simulate, you notice a few 

problems:  

First off, the creek flowing East to West through your town is running in a culvert in the 

proximity of the construction site. You will want to take that into account, during your 

simulation. 

Secondly the mesh provided only covers the area to the east of Crazytown. This is the area of 

interest (AOI) now, but you need to have the water leave the model on the western 

boundary. Else it appears as though there is flooding happening there as well! 

Lastly, the area around Crazytown is known for its lush pasture. You want the model to take 

into account how smooth the surface on the banks of the creek is! 

Here’s a map of our model domain. Notice the creek flowing from East to West and crossing 

the Western boundary: 

 

We will cover these points from bottom to top: 

Roughness/friction of your model: flox takes the roughness of each cell into account, to 

calculate the resulting friction. Simply put: the rougher a surface is, the slower water of a 

http://www.flox-gpu.ch/wp-content/uploads/2016/10/crazytown.zip


certain depth is going to flow over it. Smaller velocities for a given throughput of water mean 

higher flow depths in return. 

The geometry of your DTM does not account for micro roughness like granularity of a river 

bed, or the material an embankment consists off. It might partially account for macro 

roughness, such as larger boulders in your river bed, given the resolution of your model is high 

enough. Other macro effects, like step-pool flow regimes for example, are usually badly 

represented, due to missing 3D effects in the shallow water equations. So friction matters for 

precise flood assessments. 

Small differences in roughness are usually not immediately noticeable, but for real life 

applications, a thorough implementation of areas with different roughness values can be as 

important as the quality of your DTM used. 

The coefficient used for roughness in flox is kStrickler or kSt named after Albert Strickler. It is 

defined as the inverse/reciprocal of the Manning coefficient or Gauckler-Manning coefficient, 

which is more commonly used in the Anglosphere. With kStrickler, the higher the value, the 

smoother the surface. For example: kStrickler = 20 is something like a rough stone bed, kStrickler = 

80 is something like smooth concrete. If you are unsure what values to use, there are 

recommendations in most classic hydraulics books for various types of surfaces. Ideally, this is 

something you calibrate using known data. 

In this tutorial we will only set the global values of kStrickler. If you have the full version of flox 

you can define the coefficient on every cell of your mesh individually by defining a grid 

containing all these values. As mentioned, this can be crucial for real world applications (think 

flow speeds on streets, as opposed to flow speed in rough river beds). 

To set the global Strickler coefficient for our model to account for the pasture in Crazytown 

we use: 

infile k_strickler 35 

 

Boundaries: If you went through the last tutorial, you will have noticed that by default, 

boundaries in flox are always reflective, meaning no water leaves the domain. Which is the 

reason why the water kept rising at the end of our simulation (if you haven’t seen it, check out 

the video). In the case presented to us now, this is not the behavior we want. A reflective 

boundary would mean flooding in the city limits of Crazytown, when in reality the water would 

just flow further downstream. The boundary type we want to use for this is one that gets rid 

of the water flowing onto it, and maintains the flow velocity in the cells in the proximity of the 

boundary. 

As the full domains (mesh/grid) used in flox are always rectangular, there is a keyword for 

each of the global boundaries: „N“, „E“, „S“, „W“, as in North, East, South, West. Note that the 

actual data of the DTM does not have to be rectangular. This is not the case in this example 

either, the mesh provided is rectangular however. Therefore, there is an inner boundary on 

the border between the DTM and its surrounding NULL (or NODATA) values. This inner 

boundary is not controlled by the keywords N/E/S/W. Every bit of water running over the 

“edge of the world” here, is simply erased. 

https://en.wikipedia.org/wiki/Manning_formula


The separation of DTM, NODATA and actual wet cells/blocks plays a big role in memory 

management and overall system architecture of flox. 

Here is another example of how this plays out in a real life application. Notice that all but the 

north boundary only touch the DTM, creating a domain that is mostly limited by inner 

boundaries: 

 

 

For the model we create for Crazytown we only need to set one boundary, which is in the 

West. We do this with the following line: 

 

infile W non_ref 

 

Where ‘non_ref’ stands for non-reflective. The reason we only do this for the western 

boundary is because we don’t expect any water to touch the other (full domain) boundaries. 

The culvert next to the clown school: flox allows for some man-made structures to be 

considered in its simulations. One of those is the culvert, which is a common occurrence in 

populated areas. Implementing man-made structures into an otherwise pure 2D-SWE-solver 

like flox is always tricky, as some coupling has to happen between the 2D-calculation on the 

https://en.wikipedia.org/wiki/Shallow_water_equations


grid and the calculation inside the culvert. As the mayor of Crazytown you don’t need to care 

about the technical details, but as always you have to be aware and carefully examine the 

results of your simulation. 

 
A culvert like the one we want to implement in our model. 

 

Defining a culvert for flox is one of the most difficult things you can do with this software so 

far. The reason for this is that the coupling of 2D (mesh) and 1D calculation (culvert) is 

complex and has to be done very carefully. Secondly it is difficult because there are a lot of 

parameters to be put in the right order and it’s easy to get it wrong the first couple of times. 

Generally, if you use flox to accomplish any kind of real work, we recommend getting the 

implementation of culverts automated. A simple approach is to draw a line object in your 

GIS, set its attributes and export it as a string compatible with flox. We do this for bigger 

models, where there are several culverts using a set of shapefiles and a python script. In this 

tutorial we will do things by hand though: 

The reference gives the following syntax for the culvert: 

infile culvert p1.x p1.y inlet1.x inlet1.y inlet2.x inlet2.y p2.x 

p2.y outlet1.x outlet1.y outlet2.x outlet2.y width height kSt 

streamline_factor inlet_loss method name 

 

 

The required information to define a culvert is divided into a geometric part which consists of 6 

points (12 coordinate pairs) and an attribute part that defines certain culvert characteristics (7 

values). 



The geometric part consists of 3 points for the inlet and 3 for the outlet. Inlet and outlet can be 

defined in flow direction or against it. Which also means that if you have a low slope in your culvert 

the flow direction inside the culvert can change during an event. 

Let’s start by defining our inlet: 

The first point you want to define (P1) is a point a bit away from the actual inlet of the culvert. It acts 

as a kind of sensor to extract the flow conditions at the inlet. You want it to be in proximity, but not 

directly where the water disappears (more on that later). 

Then we define two more points (A & B) which define a line. This line is the base to a rectangle which 

is used to move water from inlet to outlet. We call the cells inside this rectangle the managed cells. 

 
Sketch of the inlet of our culvert. 

 

Notice how the flow depth on P1 is not immediately influenced if there is a minor rise in the water 

level at the entry point to the culvert. Slower velocity which would result of the situation sketched 

would be noted at point P1 though. This is important to accurately predict water flow through the 

culvert. The same applies to a major rise of the water level, or if the culvert is even submerged: this 

should also result in a feedback to point P1. 

The yellow patch is being generated automatically out of the coordinates of point A and B and the 

width of the culvert. The ordering of A and B is therefore of importance: Looking from A to B, the 

managed cells are always on the left. Pay attention that the distance between A and B should be 

approximately the width of the culvert. 

To define these points it’s good practice to use a hillshade of your DTM and some GIS to determine 

the coordinates. If you can’t create a hillshade in your GIS of choice, we provided you with one. 

http://www.flox-gpu.ch/wp-content/uploads/2016/11/crazytown_hillshade.zip


 

 

Your points should look something like the image above. Notice that our creek is pretty small. The 

width of its bed is approximately a meter wide, while our mesh has a cellsize of 20cm. Our culvert is 

also about a meter wide. Generally speaking, you want to have a minimum(!) of 2 cells in the bed of 

your creek or river. The more the better. Also: the line AB should always be at least 2 cells wide. It is 

possible to define A and B as the same point, but your managed zone will then be circular and not 

rectangular.  

So use your GIS and extract the coordinates of P1, A and B. 

 

 

 



For our outlet we do the same: 

 

With our 6 points defined, we have the 12 values (x & y) that make up the spatial information for our 

culvert. Now we set the missing 7 values in the following order: 

width = 1.0 

height = 1.0 

kSt = 50 -> We assume a rather smooth concrete culvert. 

streamline_factor = 1.0 -> This is a parameter to adjust the flow through the open culvert if you are 

not satisfied with the calculated flow. The nature of the 1D-2D-coupling sometimes does not allow 

for ideal locations to set the points p1, p2 etc. Therefore, it can happen that the culvert calculation is 

off. This happens mostly during the phase of free flow conditions (both inlet and outlet are not 

submerged). The streamline factor allows you to add a factor to the flow of that case. In most cases 

you want to set this to 1.0.  

inlet_loss = 0.5 -> We set this to the default value of 0.5. This factor is not to be confused with the 

streamline_factor, even though they are somewhat similar. The inlet_loss coefficient or “entrance 

loss coefficient” (KE) only applies to completely submerged inlets and takes into consideration how 

“sharp” the crest of your culvert is. Most hydraulic books have recommendations for different 

situations. 

method = hager -> We use the implementation of the Generalized Culver Design Diagram by Hager 

and Del Giudice (1998) in flox. 

name = culvert_1 -> The name of the culvert. A log file with this name will be created to log the 

culvert measurements (more on that later). 

http://www.researchgate.net/publication/245288718_Generalized_Culvert_Design_Diagram
http://www.researchgate.net/publication/245288718_Generalized_Culvert_Design_Diagram


So that’s it, we now have all the items assembled for our culvert. Since you extracted the point 

coordinates yourself, the following line might look a bit different from yours, but here is ours: 

infile culvert 143251.1 4724121.7 143248.6 4724126.8 143247.9 

4724126.2 143183.7 4724169.8 143188.7 4724166.4 143189.2 

4724167.1 1 1 50 1.0 0.5 hager culvert_1 

 

 

This is hard to read an easy to get wrong. But don’t worry, we’ll see a simple way to check if these 

coordinates are ok or not a bit further down. 

  

So what’s missing? Well, water! Luckily the engineer left you the hydrograph captured during the last 

big flooding event of Crazytown. Statisticians estimated that it has a (statistical) return period of 100 

years. You decide to use it as base to assess the necessary measures to protect the new school. Here 

is the hydrograph: 

 

Set it somewhere far up the river, so the effects of the source are not close to the area you are 

examining. Now all you need to add is your path and runtime. 

That’s it. Here is the infile we use. Compare it to your own and try them both! 

infile mesh c:\flox\crazytown\crazytown_02m.tif 

 

W non_ref 

 

k_strickler 35 

 

culvert 143251.1 4724121.7 143248.6 4724126.8 143247.9 

4724126.2 143183.7 4724169.8 143188.7 4724166.4 143189.2 

4724167.1 1 1 50 1.0 0.5 hager culvert_1 

 

source 143353 4724045 

0 1 

0.25 1 



0.5 4 

0.75 1 

end_source 

 

runtime 0.75 

 

path c:\flox\crazytown 

 

 

After you start your simulation (using the infile as a parameter to flox like you learnt in the last 

tutorial) check system.png. System.png is always worth checking for any simulation. It shows you 

how flox interpreted your input in a visual way. It is especially useful when working with culverts 

because this way you can make sure you got all the coordinates right and the line AB is not reversed. 

 

In system.png we see a red line connecting points P1 and P2, symbolizing the culvert. As you can see, 

the managed cells are represented using a color gradient from yellow to red. Red has to be on the 

culvert side, yellow on the water side. If these are reversed, the culvert will not work properly. Ideally 

all the managed cells are located in the bed of your river/creek. We barely fulfilled this in this 

example.  

 

Another output to check when working with culverts, is the individual log of each culvert. In our case 

you can find it in \measures\culvert_1.txt. It shows you a lot of information about the throughput of 

the culvert. Here are the most important ones: 

time is the time of logging in seconds 

Q is the amount of water flowing through the culvert at the given time in m3/s 

Q(avg) is the actual amount of water transported through the culvert. It is an average, as it averages 

the time between log entries out. This is important to understand, because culverts sometimes start 



fluctuating for example when their slope is really small and water level on in- and outlet are almost 

the same. In these cases, the culvert might change flow direction every timestep. The averaging over 

the log interval evens this out. 

Q_supposed(avg) is the amount of water that could be transported. There can be a difference 

between the actual transport Q and Q_supposed if there is more capacity in the culvert than water 

flowing onto it. Sometimes this difference occurs if the managed zone of the inlet is not situated 

ideally.  

Q_momentarily is the supposed flow through the culvert at this very moment. 

The values Q_uniform, Q_critical, Q_gated and Q_pressurized are all related to the Hager culvert 

model we used for our culvert. If you are interested in the details, look it up there. 

h1/h2 are the water depths at P1/P2 respectively in meters 

v1/v2 are the flow speeds at P1/P2 in m/s 

A is the estimated wet area of the culvert cross section  

U is the estimated wet perimeter of the culvert cross section 

You can use the value pairs h and v to do your own calculations on culvert throughput. This might 

help you to get an idea on what is happening, if you are skeptical of the results. Remember to 

compare your own calculations to Q_momentarily and not Q(avg), as that is an average over many 

timesteps. 

flag consists of a numerical code and text which describes the flow regime. This depends on the 

culvert model used. See the manual for details. 

Always be very critical of culvert calculations, especially if they are of significance to your model (as is 

the case here). It’s good practice to compare to a hand calculation of the culvert. 

As you look over the results of your simulation you realize that the threat of flooding is real for the 

planned Clown School. You also realize that it is a manageable threat. You load the resulting 

maximum flow depth into your GIS and come to the conclusion that all entrances have to be lifted 

about 40cm above the existing terrain level to be safe from the flooding. You write a letter to the 

clown architect telling him about your findings. He thanks you for the information and promises to 

alter his plans according to your suggestion. 

Here you have a graph of the input to the system compared to what the culvert is able to handle. 

Note that there is a delay of about 2 minutes before water from the source reaches the culvert. Peak 

throughput of the culvert is approximately 3.1 m3/s. 

We did a calculation by hand with the assumption of laminar flow for our culvert and reached about 

a maximum of 2.87 m3/s. Once the culvert is submerged you see that it goes a bit higher still, but 

overall the throughput seems correct. 

http://www.researchgate.net/publication/245288718_Generalized_Culvert_Design_Diagram
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